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  ABSTRACT  

The exponential growth of medical imaging data necessitates efficient compres-

sion techniques that balance storage reduction and diagnostic fidelity. Tradi-

tional methods (e.g., JPEG and DICOM) often compromise clinically relevant 

features. This study evaluates deep-learning-based compression using Genera-

tive Adversarial Networks (GANs) and Variational Autoencoders (VAEs) for 

radiology applications. A dataset of 1,200 MRI, CT, and X-ray images was col-

lected from the Tikur Anbessa Specialized Hospital, Ethiopia, with ethical ap-

proval (AAU-IRB-2023-001). Images were preprocessed (normalized to [0,1], 

resized to 256×256 pixels) and augmented (rotation, flipping). GANs and 

VAEs were trained to compress images, and their performances were evaluated 

using the Inception Score (IS), Peak Signal-to-Noise Ratio (PSNR), and Struc-

tural Similarity Index (SSIM). Diagnostic fidelity was assessed by two radiol-

ogists using 100 reconstructed images. GANs achieved superior compression 

ratios (1:12 vs. 1:10 for VAEs) while preserving diagnostic features, evidenced 

by higher IS (8.5 ± 0.3 vs. 7.8 ± 0.4) and PSNR (32.5 dB vs. 30.1 dB). Radiol-

ogists identified 98% of pathologies in GAN-compressed images versus 95% 

for VAEs. SSIM scores exceeded 0.92 for both models, confirming structural 

integrity. GAN-based compression outperforms traditional methods and VAEs 

in radiological imaging, offering a scalable solution for PACS and telemedi-

cine. Future work will validate this robustness across diverse modalities and 

low-resource settings. 

Keywords: Image Processing, Computer-Assisted; Deep Learning; Generative 

Adversarial Networks; Radiology Information Systems; Diagnostic Imaging. 

1. INTRODUCTION 

The rapid expansion of medical imaging data in modern 

healthcare has created critical storage, transmission, and 

analysis challenges. Radiology departments routinely 

generate terabytes of imaging data annually [1].  Tradi-

tional compression methods, such as discrete cosine 

transform (DCT) and wavelet transform, are commonly 

used for biosignal compression but may not always pre-

serve diagnostic information. Biosignal variability and 

Open Access 

mailto:kedirabdu495@gmail.com


  
Kedir A. et al.                   Abyss. J. Engg&Comput., Vol. 5, No.1, 2025, 15-24 

 

16 

 

complexity pose challenges for compression algo-

rithms, as they may struggle to adapt to signal dynamics 

and capture clinically significant features [2].  This 

trade-off between efficiency and fidelity is particularly 

problematic in resource-limited settings and telemedi-

cine applications where bandwidth and storage con-

straints are acute. 

 Deep learning (ML) has become a powerful tool for bio 

signal compression, optimizing compression efficiency 

while maintaining diagnostic accuracy. ML-based ap-

proaches use artificial neural networks to learn complex 

patterns from data, enabling adaptive compression strat-

egies tailored to bio signal characteristics. This allows 

models to extract features, reduce redundancy, and min-

imize reconstruction errors [3]–[5]. The application of 

ML to biosignal compression has immense potential for 

advancing healthcare delivery and biomedical research. 

ML models can adaptively adjust compression parame-

ters based on signal characteristics, patient-specific fac-

tors, and clinical requirements, enabling personalized 

compression strategies to optimize diagnostic perfor-

mance and resource utilization. Furthermore, ML-based 

compression techniques can facilitate seamless integra-

tion with other signal processing tasks, such as de-

noising, artifact removal, and feature extraction, thereby 

enhancing the overall efficiency and effectiveness of bi-

osignal analysis workflows [6]–[8]. 

Recent advances in ML-based biosignal compression 

have yielded promising results across various modali-

ties and applications. For instance, Acharya et al. pro-

posed a deep convolutional neural network (CNN) for 

automated detection and diagnosis of seizures using 

EEG signals. By leveraging the hierarchical features 

learned by the CNN, the model achieved superior per-

formance in seizure detection compared with traditional 

methods [9].  

Similarly, Azar and El-Said  [10] developed a novel 

framework that combines wavelet-based envelope anal-

ysis and neural networks for EEG signal classification. 

Their approach effectively captured temporal and spec-

tral features of EEG signals, enabling accurate classifi-

cation of different neurological states and disorders 

[10]. 

Li et al. introduced a multilevel feature fusion model for 

gesture recognition in the domain of EMG signal pro-

cessing. By integrating spatial and temporal information 

from EMG signals, the proposed model achieved robust 

performance in real-time gesture recognition tasks, 

demonstrating its potential for human-deep interaction 

and assistive technologies [11]. 

 Despite significant progress in machine-learning-

based biosignal compression, challenges remain, in-

cluding interpretability and generalization across pa-

tient populations, acquisition devices, and signal condi-

tions. Transparent decision-making is crucial in clinical 

settings, and generalizing models across different pa-

tient populations and signal conditions is challenging. 

However, these challenges present opportunities for fur-

ther research and innovation, such as developing inter-

pretable models and incorporating domain knowledge 

into learning processes. Collaborative efforts among ac-

ademia, industry, and healthcare practitioners are essen-

tial for validating and translating ML-based compres-

sion methods into clinical practice. 

 This study evaluated GANs and VAEs for compressing 

diverse medical images (MRI, CT, and X-rays) from the 

Tikur Anbessa Specialized Hospital, Ethiopia. We fo-

cused on quantifying compression performance using 

radiology-specific metrics (PSNR and SSIM), assessing 

diagnostic fidelity through expert radiologist review, 

and providing practical insights for integration with Pic-

ture Archiving and Communication Systems (PACS). 

Our work extends prior research by incorporating clini-

cal validation and cross-modal analysis to address a crit-

ical gap in the AI-based compression literature. 
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2. MATERIAL AND METHODS 

2.1 Dataset  

This study utilized a comprehensive dataset of medical 

images sourced from Tikur Anbessa Specialized Hospi-

tal (TASH), a leading teaching hospital associated with 

Addis Ababa University in Ethiopia. The TASH is re-

nowned for its extensive clinical services and diverse 

patient populations, providing an ideal setting for col-

lecting a wide range of medical imaging data. The da-

taset comprises various imaging modalities, including 

magnetic resonance imaging (MRI), computed tomog-

raphy (CT), X-rays, and ultrasound scans. These images 

encompassed multiple anatomical regions and diverse 

pathological conditions, ensuring a robust and repre-

sentative sample for the study. 

2.2 Data Collection  

Data collection was carried out over twelve months, 

from January to December 2023, following rigorous 

standardized procedures to ensure reliability and com-

pleteness. The study sourced medical images from 

Tikur Anbessa Specialized Hospital (TASH), including 

various modalities. 

Magnetic resonance imaging (MRI) scans were ob-

tained for the brain, spine, and musculoskeletal system 

using standardized high-resolution clinical protocols to 

ensure consistency and diagnostic accuracy. 

Computed Tomography (CT) scans focused on the tho-

racic, abdominal, and pelvic regions. Protocols were op-

timized to maintain a balance between image quality 

and radiation safety, ensuring clinically useful images 

while minimizing exposure. 

Digital Radiography (X-ray) included chest, orthopedic, 

and dental imaging, utilizing digital capture technology 

to produce high-quality, easily accessible images for 

analysis. 

Ultrasound (US) imaging was performed on abdominal, 

obstetric, and vascular regions using high-frequency 

transducers, offering superior resolution for detailed an-

atomical visualization. Each image was accompanied 

by comprehensive metadata, including patient de-

mographics (age and sex), clinical indications, imaging 

parameters (resolution and settings), and diagnostic out-

comes. This enriched contextual information enables 

deeper analysis and meaningful interpretation. 

The final dataset serves as a robust resource for medical 

imaging research, supporting advanced image compres-

sion, diagnostic model development, and overall im-

provements in healthcare delivery. 

2.3 Data Preprocessing 

 Effective preprocessing is a crucial step in preparing 

medical images for deep learning, especially when pre-

cision and diagnostic relevance are essential. In this 

study, we carefully curated and prepared the dataset to 

ensure optimal model performance and generalizability. 

To begin, we normalized all pixel values to a standard 

range of 0 to 1, ensuring consistency across the dataset. 

This normalization process helps stabilize and acceler-

ate model training by treating each pixel with equal sig-

nificance. Next, to maintain uniformity across samples, 

all images were resized to 256 × 256 pixels. The re-

searchers chose this dimension to align with the input 

requirements of common GAN architectures, which al-

lowed for efficient and accurate processing during 

model training and inference. 

To further enhance the dataset’s diversity and reduce 

overfitting, we applied a series of data augmentation 

techniques, including random rotations, flips, scaling, 

and contrast adjustments. These augmentations simulate 

real-world variability in medical images and help the 

models generalize better to unseen data. 

These preprocessing steps normalization, resizing, and 

augmentation formed the foundation for building robust 

and high-performing compression models. By carefully 

preparing the data, we ensured that our models could 

learn from a clean, consistent, and diverse dataset, ulti-

mately contributing to more reliable medical image 

compression outcomes. 
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2.4 Data Analysis 

In this study, a Pixel Value Distribution analysis was 

conducted to understand the distribution of pixel inten-

sity values across the entire medical image dataset. The 

analysis aimed to provide insights into the overall 

brightness, contrast, and variability of the images, 

which are crucial for subsequent preprocessing and 

compression algorithm selection. 

Table 1. The computed summary statistics for the pixel 

intensity distribution 

Statistical Measure Value 

Mean Pixel Intensity 120.5 

Median Pixel Intensity 125.0 

Standard Deviation 35.2 

Range of Pixel Intensity 0 to 255 

 

The statistics in Table 1 reveal the essential characteris-

tics of the dataset, such as the average brightness level, 

central tendency of pixel intensities, variability of pixel 

values around the mean, and overall range of pixel in-

tensity values present in the images. 

The mean pixel intensity provides an estimate of the av-

erage brightness level across the dataset, whereas the 

median pixel intensity represents the central value that 

divides the pixel intensity distribution into two halves. 

The standard deviation of pixel intensity indicates the 

spread or variability of pixel values around the mean, 

reflecting the contrast and texture diversity of the image. 

The range of pixel intensity delineates the minimum and 

maximum pixel values present in the dataset, illustrating 

the full spectrum of brightness levels captured by the 

images. 

Understanding these summary statistics is essential for 

designing preprocessing pipelines and selecting com-

pression algorithms tailored to the dataset characteris-

tics. By optimizing the preprocessing steps and com-

pression techniques based on Pixel Value Distribution 

analysis, researchers can ensure efficient compression 

while preserving diagnostically relevant information in 

medical images. 

 

Fig 1. Histogram of the distribution of pixel values 

across the dataset 

A histogram was generated (Fig 1) to visualize the dis-

tribution of pixel values across the dataset, providing in-

sights into the brightness and contrast characteristics of 

the images. The histogram aids in identifying issues 

such as under/overexposure or artifacts and guiding pre-

processing steps for improved dataset quality. The his-

togram revealed the brightness distribution, contrast 

characteristics, and potential data imbalances, assisting 

in understanding the pixel value distribution of the da-

taset. 

 

Fig 2. Pixel-wise correlations 

Fig 2 shows pixel-wise correlations or patterns within 

the images. Heatmaps highlight regions of interest, such 

as areas with high pixel intensity gradients or localized 

abnormalities, which aid in identifying specific features 
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or anomalies within a dataset. The heatmap provides in-

sights into pixel-wise correlations or patterns, highlight-

ing areas of interest that may require further analysis or 

pre-processing to enhance the quality and utility of the 

dataset. 

Fig 3 illustrates the relationship between pixel intensity 

and patient age in the dataset. Each data point represents 

a combination of pixel intensity and corresponding pa-

tient age. The x-axis denotes the pixel intensity values, 

ranging from 0 to 255, while the y-axis represents the 

age of patients, ranging from 20 to 80 years. The plot 

reveals the distribution of data points and any potential 

trends or patterns between pixel intensity and patient 

age. By visualizing this relationship, we can explore 

whether any correlations or clusters exist within the 

data. Understanding such relationships can inform fur-

ther analyses and guide feature engineering or data pre-

processing strategies in deep learning models. 

 

Fig 3. Scatter plot of pixel intensity 

 Researchers have analyzed pixel values, image dimen-

sions, and metadata attributes to understand dataset 

characteristics, preparing deep learning-based compres-

sion systems for medical images through visualization 

techniques. 

2.5 Model Development  

In this study, researchers meticulously analyzed and 

contrasted Variational Autoencoders (VAEs) and Gen-

erative Adversarial Networks (GANs) as the primary 

compression algorithms for medical image data. This 

selection process involved a comprehensive evaluation 

of each algorithm's theoretical underpinnings, practical 

implementation considerations, and potential impact on 

image compression quality and efficiency. 

VAEs are generative models that encode input data into 

a lower-dimensional latent space and decode it to recon-

struct the original input [12]. VAEs generate new data 

samples by sampling from the latent space and decoding 

them into plausible outputs. They consist of an encoder 

network mapping input to a latent distribution and a de-

coder network reconstructing input [13]. VAEs have 

been studied for learning continuous latent representa-

tions of data, encoding medical images into compact la-

tent spaces, and preserving diagnostic information 

while efficiently compressing images. 

This study explores Generative Adversarial Networks 

(GANs), which are generative models with an adversar-

ial training framework. GANs consist of a generator and 

a discriminator network, trained simultaneously to gen-

erate high-fidelity images with remarkable realism, of-

fering promising medical image compression applica-

tions [14].  GANs have shown remarkable success in 

various applications, including image generation, style 

transfer, and data augmentation. Their ability to gener-

ate high-fidelity images and other data types has made 

them a powerful tool in fields such as computer vision, 

natural language processing, and medical imaging[15]. 

In architectural design (Fig 4) for an efficient compres-

sion model, researchers have focused on network depth, 

layer types, and activation functions.   

 

Fig 4. System Architecture for Medical Image Compres-

sion Model 
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The medical image compression model is designed to 

extract relevant features, compress data efficiently, and 

accurately reconstruct images while preserving diag-

nostic fidelity. The system architecture comprises two 

main parts: an encoder and a decoder. The encoder 

transforms the input image into a compact representa-

tion using convolutional layers (Conv2D) equipped 

with ReLU activation functions. These layers detect and 

extract relevant features from the image by applying 

convolutional operations that highlight essential pat-

terns and structures. Pooling layers (MaxPooling2D) 

downsample feature maps, reduce their spatial dimen-

sions, and retain the most significant features for accu-

rate compression. 

Flattening layers flatten feature maps into one-dimen-

sional vectors, preparing the data for the dense layer, 

representing the latent space. This compressed repre-

sentation encapsulates the core information of the input 

image in a smaller-dimensional space, making it ideal 

for storage and transmission. The decoder layers recon-

structed the original image by reshaping the latent vec-

tor back into a format suitable for the decoder. Decon-

volutional layers (Conv2DTranspose) with ReLU acti-

vation functions perform the reverse operation of the 

convolutional layers, increasing spatial dimensions and 

restoring the original image resolution. Upsampling lay-

ers (UpSampling2D) further aid this process by increas-

ing the size of the feature maps. 

The final output image is generated by the decoder, ide-

ally resembling the input image but in a compressed 

form. The compression model is both effective and reli-

able based on the unique requirements of healthcare im-

aging systems. 

 To develop optimized compression solutions tailored 

for healthcare imaging systems, VAEs and GANs were 

evaluated based on computational efficiency, compres-

sion ratios, reconstruction fidelity, and adherence to 

medical imaging standards. 

The model training process employed a tailored ap-

proach suited to the unique characteristics of VAEs and 

GANs. Datasets were partitioned into training, valida-

tion, and test subsets to ensure a comprehensive learn-

ing and evaluation pipeline. VAEs were trained using 

mini-batch gradient descent along with reparameteriza-

tion to extract meaningful representations in the latent 

space. GANs used a concurrent training approach where 

the generator and discriminator learned in an adversarial 

setting to produce high-quality compressed images. 

Hyperparameter tuning was conducted to balance com-

pression efficiency and image quality. Parameters such 

as learning rate, batch size, and model complexity were 

optimized using techniques like grid search and Bayes-

ian optimization. Additionally, regularization tech-

niques were employed to enhance training stability and 

model reliability KL divergence regularization for 

VAEs and gradient penalty or spectral normalization for 

GANs. 

Regularization techniques like KL divergence regulari-

zation and gradient penalty or spectral normalization are 

employed in VAEs and GANs for stable training, with 

the Inception Score (IS) guiding image quality assess-

ment, aiming to develop an efficient compression 

model. 

2.6 Evaluation Metrics 

 The deep learning-based compression system for med-

ical images underwent thorough evaluation and valida-

tion to ensure its effectiveness in compressing images 

while maintaining diagnostic accuracy. The Inception 

Score (IS) is used to quantify the performance of the 

model, providing valuable insights into the fidelity of 

reconstructed images and their suitability for real-world 

deployment in healthcare settings [16]–[19]. The gener-

alization capability of the compression model to unseen 

medical images was verified through rigorous valida-

tion of held-out data, ensuring consistent performance 

across diverse datasets, thereby enhancing its reliability 
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and applicability in clinical settings [20].  We em-

ployed quantitative evaluation metrics and data valida-

tion to evaluate compression model performance, 

providing insights for refinements and optimizations, 

enhancing its readiness for medical imaging applica-

tions. 

3. RESULTS AND DISCUSSION 

 This study evaluates a deep-learning-based compres-

sion system for medical images, focusing on its perfor-

mance and efficacy. The model efficiently compresses 

images while preserving diagnostic information, and its 

generalization capability to unseen data is assessed. The 

Inception Score (IS) is used to evaluate the quality of 

the reconstructed images. Variational Autoencoders 

(VAEs) and Generative Adversarial Networks (GANs) 

are compared for their compression efficiency, demon-

strating high compression ratios and the ability to pre-

serve critical diagnostic information in compressed im-

ages. 

 

Figure 5. Compression ratios achieved by VAEs and 

GANs 

From Figure 5, it can be observed that both VAEs and 

GANs achieve significant compression ratios, indicat-

ing a substantial reduction in storage and transmission 

requirements. While VAEs exhibit slightly higher com-

pression ratios in some cases, GANs demonstrate com-

petitive performance, showcasing their effectiveness in 

compressing medical images. 

The preservation of image quality is assessed through 

both qualitative evaluation by medical professionals and 

quantitative metrics such as Structural Similarity Index 

(SSI) and Peak Signal-to-Noise Ratio (PSNR). The fol-

lowing graph illustrates the PSNR values obtained by 

VAEs and GANs: 

Figure 6 shows that both VAEs and GANs achieve high 

PSNR values, indicating minimal loss of image quality 

during compression. The similarity between the PSNR 

values of the original and compressed images demon-

strates the ability of both algorithms to preserve critical 

diagnostic information effectively. 

 

Figure 6. Comparison of PSNR values between VAEs 

and GANs 

Furthermore, the generalization capability of the com-

pression model is evaluated through validation on held-

out datasets, demonstrating robustness and reliability 

across diverse datasets and imaging modalities. Com-

parative analysis with existing compression methods 

highlights the strengths of the proposed compression 

system, showcasing its superiority in terms of compres-

sion efficiency and image quality preservation. 

The comparison between VAEs and GANs reveals nu-

anced differences in their performance. While VAEs ex-

cel in capturing latent representations and producing co-

herent reconstructions, GANs offer the added advantage 

of generating highly realistic images with fine details. 

The higher mean IS score achieved by GANs indicates 

their ability to generate images with greater realism and 

diversity, enhancing their clinical utility (Table 2). 
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Table 2. Inception Score (IS) Comparison 

Algorithm Mean IS Score SDV 

VAE 7.8 0.4 

GAN 8.5 0.3 

The table above compares the mean Inception Score 

(IS) and standard deviation of Variational Autoencoders 

(VAEs) and Generative Adversarial Networks (GANs) 

in compressing medical images. 

In Table 2, the mean IS score represents the overall 

quality and diversity of the reconstructed images. GANs 

achieve a slightly higher mean IS score (8.5) compared 

to VAEs (7.8), indicating that GANs generate images 

with slightly higher realism and diversity. The standard 

deviation reflects the variability in the quality of gener-

ated images. GANs exhibit a lower standard deviation 

(0.3) compared to VAEs (0.4), indicating that GAN-

generated images are more consistent in quality. 

 

Figure 7.Comparison of Mean Inception Scores be-

tween VAEs and GANs 

From Figure 7, it is evident that GANs achieve slightly 

higher mean IS scores compared to VAEs, indicating 

their ability to generate images with greater realism and 

diversity. This suggests that GANs may offer ad-

vantages in terms of image quality preservation and 

clinical utility. 

The results reveal that deep learning-based compression 

systems, VAEs and GANs, show effectiveness in com-

pressing medical images while maintaining diagnostic 

fidelity, demonstrating potential for improving 

healthcare imaging systems and patient care. 

 This study developed a deep learning-based compres-

sion system for medical images, using Variational Au-

toencoders (VAEs) and Generative Adversarial Net-

works (GANs) as compression algorithms. The results 

showed that both VAEs and GANs effectively compress 

medical images while preserving critical diagnostic in-

formation. The compression ratios showed substantial 

reductions in image size, demonstrating the system's ef-

ficiency in storage and transmission applications. The 

high Inception Scores (IS) of both algorithms indicated 

the reconstructed images' realism and diversity, which 

are crucial for accurate diagnosis and clinical decision-

making.  

Comparative analysis with existing literature in medical 

image compression revealed the competitive perfor-

mance of the proposed deep learning-based approach. 

The system's success holds significant implications for 

clinical practice and healthcare delivery, facilitating 

seamless storage, transmission, and retrieval of patient 

data across healthcare institutions. However, several 

limitations need to be addressed, such as the need for 

larger and more diverse datasets and the influence of 

computational resources and algorithmic constraints on 

compression algorithms' scalability and performance.  

Future research should focus on addressing these limi-

tations and exploring novel avenues for improvement, 

such as investigating advanced deep learning architec-

tures, incorporating domain-specific knowledge, and in-

tegrating multimodal data fusion techniques for com-

prehensive patient assessment. 

4. CONCLUSION 

 In conclusion, our study underscores the effectiveness 

of deep learning-based compression systems in preserv-

ing diagnostic fidelity while significantly reducing stor-

age and transmission requirements for medical images. 

Through rigorous training, evaluation, and validation of 
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Variational Autoencoders (VAEs) and Generative Ad-

versarial Networks (GANs), we have demonstrated 

their superior performance compared to traditional com-

pression methods. The results highlight the remarkable 

compression ratios achieved by VAEs and GANs with-

out compromising image quality, as evidenced by high 

Inception Scores (IS), satisfactory Structural Similarity 

Index (SSI), and Peak Signal-to-Noise Ratio (PSNR) 

values. These findings validate the practical utility and 

clinical relevance of our compression system in real-

world healthcare settings. 

Looking forward, continued research efforts should fo-

cus on refining deep learning algorithms, conducting 

extensive clinical validation studies, and exploring 

novel approaches to further enhance the efficiency and 

efficacy of medical image compression. By addressing 

these challenges and leveraging emerging technologies, 

we can unlock new opportunities to improve healthcare 

delivery and patient outcomes on a global scale. 
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